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Abstract—DBSCAN is a density-based clustering algorithm 

that is especially useful for finding clusters of arbitrary shapes. As 
opposed to other clustering techniques, like K-means, it does not 
require the number of clusters to be specified as an input 
parameter, and it is highly robust to outliers. However, DBSCAN 
has a worst-case quadratic time complexity, which makes it 
difficult to handle large dataset sizes. To address this problem, 
several works have been proposed that exploit the massive 
parallelism of GPUs in DBSCAN clustering. Nonetheless, none of 
these works have been experimentally compared against each 
other. In this paper, we review the existing GPU algorithms for 
DBSCAN clustering and conduct the first experimental study 
comparing these GPU algorithms using three real-world datasets 
to identify the best performing algorithm. Our results show that 
CUDA-DClust is the best performing GPU algorithm in terms of 
execution time and memory requirements. 
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I. INTRODUCTION 
Cluster analysis is a data mining tasks that consists in that 

given a dataset D and a similarity measure M, find a set of k 
subsets of D such that the points within each of these subsets are 
highly similar to each other (cohesion), while also guaranteeing 
that any two points p and q belonging to different subsets are as 
dissimilar to each other as possible (separation). In some 
algorithms, the value of k is provided as an input parameter to 
the clustering method, while in others, the algorithm itself 
determines the value of k. 

Cluster analysis has many applications in statistical data 
analysis and in fields such as machine learning, computer 
graphics, image analysis, and pattern recognition [1]. Cluster 
detection can also be used as a pre-processing method for 
supervised learning methods. 

Density Based Spatial Clustering of Applications with Noise 
(DBSCAN) [2] is a density-based clustering that has the 
advantage of forming clusters of arbitrary shapes. Some of its 
other benefits are the following: it is robust to noise; it does not 
need the number of clusters to be given an input parameter. 

However, the continuous increase in the sizes of datasets 
means that a technique like DBSCAN, which has a worst-case 
time complexity of O(n2) [3], where n is the number of points in 
the dataset, may not scale for these large dataset sizes. The 
reason for this worst-case time complexity of DBSCAN lies in 
the fact that it may potentially require computing the distances 
between every two points in a dataset. This scalability issue can 

be addressed, in part, through the use of spatial data structures 
like R-trees [4], which can reduce the number of distance 
calculations. 

Another approach, which does not exclude the use of R-
trees, to cope with this scalability issue consists in taking 
advantage of parallel computing architectures like multicore 
CPUs and GPUs. Both these architectures share in common that 
they are readily available in all kinds of computers, from mobile 
phones to supercomputers. GPUs, however, have two additional 
advantages over multicore CPUs: (i) on certain tasks, especially 
those that expose a large amount of parallelism, GPUs can have 
up to an order of magnitude of higher instruction throughput 
than comparable multicore CPUs [5]; and (ii) GPUs are very 
energy efficient [6]. All these advantages make GPUs an ideal 
parallel architecture that can be used to tackle the scalability 
issues of DBSCAN. 

Previous research has indeed focused on how GPUs can be 
exploited for DBSCAN [7] [8] [9], and all these existing works 
have claimed significant execution time speedups over the 
original (serial) DBSCAN algorithm [2]. However, choosing 
among them for a specific application is problematic because no 
benchmarking has been done that compares the performance of 
these algorithms against each other. In each of these works, the 
GPU-based DBSCAN algorithms proposed have been 
compared only against the original CPU algorithm [2] with each 
paper using a different dataset. Moreover, the disparities 
between the years of publication have resulted in these 
experiments running on substantially different hardware, which 
makes the task of choosing the best GPU algorithm even more 
difficult. 

Our paper addresses the above mentioned gaps by making 
the following contributions: 1) we review the existing DBSCAN 
algorithms that have been specifically designed for GPUs; 2) we 
present the first experimental study comparing the existing GPU 
algorithms for DBSCAN clustering using three real-world 
datasets; the purpose of this experimental comparison is to 
identify the best-performing DBSCAN clustering technique for 
GPUs in terms of execution time and memory requirements. 

The rest of the paper is organized as follows. Section II 
reviews background material and related work. Section III 
presents a more in-depth review of the existing GPU algorithms 
for DBSCAN clustering. Section IV presents an extensive 
experimental evaluation of all the algorithms. Finally, Section V 
offers conclusions. 



II. BACKGROUND AND RELATED WORK 
In this section we present the background material on GPUs 

and clustering and discuss the related work. 

GPUs. GPUs are co-processors installed in most computers, 
from mobile phones to supercomputers, whose main purpose is 
the rendering of computer graphics. However, it is also possible 
to exploit the large parallelism potential of these co-processors 
to tackle large problems. 

In this paper, we use the vocabulary of CUDA C [10] to 
describe the programming model of GPUs. GPUs run code 
procedures called kernels, which look very similarly to regular 
C-language functions and are called from within the CPU 
execution flow. Because GPUs have their own separate memory 
address space, called global memory, the data that needs to be 
processed by a GPU is usually sent at the beginning of 
processing from the host’s memory to the GPU’s RAM, and 
then once the GPU finishes computing, the results are sent back 
from the GPU to the host’s RAM. 

GPUs can simultaneously run many threads. In order to 
manage this complexity, threads are logically grouped into GPU 
blocks. Each GPU block runs within a multiprocessor in the 
GPU, and as a result of this, the threads within each GPU block 
can communicate with each other through the GPU’s shared 
memory, which is faster and smaller than global memory. 

Clustering. The existing algorithms for cluster analysis can 
be broadly categorized into the following groups: partitioning 
methods, hierarchical methods, density-based methods, and 
grid-based methods [1]. Partitioning methods find clusters by 
iterative relocation, which consists in that points are initially 
assigned to tentative clusters, and then they are iteratively 
moved to different clusters until settling for a good assignment 
of points to clusters. Examples of partitioning methods are K-
means [11] and K-medoids. Hierarchical methods do not work 
by iterative relocation, but instead produce a hierarchical 
decomposition of the data called a taxonomy. Some hierarchical 
methods, called agglomerative methods, work by considering 
each point as its own cluster, and then iteratively merging the 
two most similar clusters until there is one cluster. Examples of 
hierarchical methods are hierarchical agglomerative clustering 
and hierarchical divisive clustering [1]. Density-based methods 
do not work by iterative relocation or hierarchical 
decomposition, but instead, define clusters to be areas of high 
density, which allows these methods to find non-globular 
clusters. Examples of density based methods are DBSCAN [2] 
and OPTICS [12]. Grid-based methods partition the space by 
using a grid and the clustering operations are performed on the 
cells of this grid. Examples of grid-based methods are STING 
[13] and CLIQUE [14]. 

DBSCAN. For a time it was believed that the worst-case 
time complexity of DBSCAN could be reduced to O(𝑛 ⋅ log 𝑛) 
by using indexes like R-trees [4], but this was shown not to be 
the case in the work of Gan and Tao [15], whose result has 
encouraged several efforts to improve the execution time 
performance of DBSCAN. Some of these works have proposed 
parallel algorithms for multicore CPUs, like the works of Götz, 
Bodenstein and Riedel [16] and Patwary et al. [17], and some 
have proposed Map-Reduce approaches like Dai and Lin [18]. 

Other works, instead of proposing new parallel algorithms for 
DBSCAN clustering, have focused on designing new single-
threaded DBSCAN algorithms that improve upon DBSCAN’s 
quadratic worst-case time complexity, like DBSCAN++ [3]. 

III. DESCRIPTION OF THE ALGORITHMS 
In this section we describe the DBSCAN algorithms studied 

in this paper: a single-threaded CPU DBSCAN algorithm 
(DBSCAN); a multi-threaded CPU DBSCAN algorithm, and 
three GPU DBSCAN algorithms, Thapa et al.’s algorithm, 
CUDA D-Clust, and G-DBSCAN. 

A. DBSCAN 
DBSCAN by Ester et al. [2] is a density-based clustering 

algorithm that requires, besides the dataset D that is going to be 
clustered, two input parameters, eps (also called epsilon) and 
minPts. DBSCAN makes use of the concept of epsilon-
neighborhood of a point to cluster a dataset. The epsilon-
neighborhood of a point p consists of all the points in the dataset 
D (including p itself) whose Euclidean distances from p are less 
than or equal to eps. All the points in D such that their epsilon-
neighborhoods contain at least minPts many points belonging to 
D are labelled as core points; all the points in D that are not core 
points, but belong to the epsilon-neighborhood of a core point 
are labelled as border points; and all other points in D that are 
neither core nor border points are labelled as noise points. After 
labelling each point in D, DBSCAN proceeds to find clusters.  

Before describing how DBSCAN finds clusters, we explain 
two mathematical relations on which DBSCAN relies for this 
purpose: direct density reachability and density connectedness. 
Given two points p and q in the dataset D, q is said to be direct 
density reachable from p, denoted by p ⊲ q, if p is a core point 
and q is in the epsilon-neighborhood of p.  

Given two points p and q in D, they are said to be density 
connected, denoted by p ⋈ q, if there exists a sequence of m core 
points p1, p2, …, pm in D such that p is direct density reachable 
from p1, and q is direct density reachable from pm and p1⊲p2⊲ 
…⊳ pm. 

A cluster, according to DBSCAN, is a maximal set C of 
points contained in D such that for every pair of points p and q 
contained in C, they are density connected. In this context, 
maximal means that there does not exist a different subset E of 
points in D such that E contains C, and every pair of points in E 
is density connected. 

We can express the above definition of border point in terms 
of these two mathematical relations. A border point is a point 
that is not a core point, but that is density-connected to some 
core point. The density-connectedness relation is symmetric, 
meaning that if p is density connected with q, then q is also 
density connected with p. Moreover, a non-core point p can be 
density connected to a non-core point q if they both lie in the 
epsilon-neighborhood of a core point r. 

Since several of the GPU algorithms studied in our paper 
have a structure that is very similar to that of DBSCAN, we 
present the pseudo-code of DBSCAN in Figure 1. In Lines 1 to 
3, the algorithm performs its initialization steps, where all the 
points in D are labelled as “unclassified.” Then in Lines 4 to 9, 



the algorithm selects an unclassified point p and calls the 
ExpandCluster function using p as one of its input parameters. 
The purpose of the ExpandCluster function is determine the set 
of all points in D that are density connected to p. This function 
determines if p is a core point (Lines 13 to 17), and if it is, the 
function will change the label of p to denote that p is a core point 
(Line 18), and then add all the points in p’s epsilon-
neighborhood to a stack (Line 19). Lines 20 to 29 will iteratively 
select the top element of this stack, then add all the points in the 
epsilon-neighborhood of this point to this stack; the algorithm 
proceeds in this manner until the stack is empty. 

B. Thapa et al.’s Algorithm 
Thapa, Trefftz and Wolffe’s [8] is a GPU algorithm for 

DBSCAN clustering. Its key idea consists in leveraging the high 
instruction throughput of GPUs to perform range queries for 
every point in the dataset. This algorithm is very similar to 
DBSCAN [2] (See Figure 1), with the difference that the 
RangeQuery function calls (in Lines 13 and 25 of Figure 1) are 
replaced by calls to the MultiRangeQuery function shown in 
Figure 2. In this figure we see that the function 
MultiRangeQuery initializes the result set with the empty set 
(Line 2), then it uses multiple GPU threads to find the epsilon-
neighborhood of point (Lines 3 to 6). The epsilon-neighborhood 
of point is computed by assigning the points in the dataset D to 
different GPU threads, which then check in parallel if these 
points are at a distance less than or equal to eps from point. Since 

Thapa et al.’s algorithm does not use R-trees [4] for computing 
the epsilon-neighborhood of each point, but instead, chooses to 
perform exhaustive range queries over the dataset D, we see that 
the average and worst-case amount of work that each range 
query performs is O(n), where n is the size of the dataset D. 

Thapa et al.’s algorithm is a slight modification of a similar 
algorithm developed by Trefftz et al. [8]. This algorithm of 
Trefftz et al. instead computes the matrix M containing the 
pairwise distances between every point in the dataset; this matrix 
satisfies that for any two points i and j belonging to the dataset 
D, Mij is the distance between i and j. This matrix is computed 
by the Trefftz et al. algorithm in parallel by assigning each entry 
in M to a different GPU thread, and this matrix requires O(n2) 
amount of GPU RAM. 

An advantage of Thapa et al.’s algorithm over Trefft et al.’s 
algorithm is that the former requires O(n) amount of RAM on 
the GPU, while the latter requires O(n2). However, Thapa et al.’s 
algorithm has the disadvantage that it performs more kernel calls 
than Trefftz et al.’s algorithm. This is because the former 
algorithm performs one kernel call for every range query, while 
the latter makes a single kernel call during the execution of the 
whole algorithm. This greater number of kernel calls also 
implies that Thapa et al.’s algorithm makes more memory 
transfers to and from the GPU, which carry additional 
performance penalties. Since in the experiments presented in 
Thapa et al. [8], it was shown that the Thapa et al. algorithm was 
superior in both execution time and memory requirements, we 
do not include the Trefft et al. algorithm in our comparison. 

C. Multi-threaded CPU DBSCAN 
Multi-threaded CPU DBSCAN, which we also call multi-

threaded CPU in this paper, is a parallel algorithm for DBSCAN 
clustering designed to run on multicore CPUs. This algorithm 
has the same structure and parallelization strategy of Thapa et 
al.’s algorithm, in which each of the RangeQuery function calls 
(in Lines 13 and 25 of Figure 1) of DBSCAN is replaced by calls 
to the MultiRangeQuery function shown in Figure 2 which make 
use of different threads to compute the epsilon-neighborhood of 
a point. The only difference with Thapa et al.’s algorithm is that 
it uses CPU threads instead of GPU threads. This algorithm was 
introduced in this paper with the purpose of comparing it against 
Thapa et al.’s algorithm. 

D. CUDA-DClust 
Böhm et al. proposed CUDA-DClust [9], which is a GPU 

algorithm for DBSCAN clustering based on the concept of 

DBSCAN Algorithm 
 Input: Dataset D, eps, minPts 
 Output: Each point p in D has label(p) indicating its cluster ID 

  
1. procedure DBSCAN(D, eps, minPts) 
2.     clusterId ¬ 0 
3.     for each point p in D do label(p) ¬ unclassified end for 
4.     for each point p in D do 
5.         if label(p) = unclassified then 
6.             if ExpandCluster(D, p, eps, minPts, clusterId) then 
7.                 clusterId ¬ clusterId + 1 
8.             end if 
9.     end for 
10. end procedure 
11.  
12. function ExpandCluster(D, p, eps, minPts, clusterId) 
13.     neighbors ¬ RangeQuery(D, p, eps) 
14.     if | neighbors | < minPts then 
15.         label(p) ¬ noise 
16.         return false 
17.     else // p is a core point 
18.         label(p) ¬ clusterId 
19.         stack ¬ neighbors - {p} // insert p’s neighbors into stack 
20.         while stack is not empty do 
21.             top ¬ remove top element from stack 
22.             if label(top) = noise then label(top) ¬ clusterId end if 
23.             if label(top) ≠ unclassified then continue end if 
24.             label(top) ¬ clusterId 
25.             newNeighbors ¬ RangeQuery(D, top, eps) 
26.             if | newNeighbors | ≥ minPts then     
27.                 insert newNeighbors into stack 
28.             end if 
29.         end while 
30.         return true 
31.     end if 
32. end function 
33. DBSCAN(D, eps, minPts) 

Figure 1. Pseudo-code of DBSCAN 1. function MultiRangeQuery(D, point, eps) 
2.     result ¬ empty set 
3.     for each point p in D do in parallel 
4.         dist ¬ distance between point and p 
5.         if dist ≤ eps then add p to result end if 
6.     end for 
7.     return result 
8. end function 
Figure 2. Pseudo-code of the exhaustive range query function 
used by Thapa et al.’s algorithm and by multi-threaded CPU 

DBSCAN 



chains. A chain is a subset of a DBSCAN cluster, and as such, a 
cluster can have multiple chains, but a chain belongs to only one 
cluster; in other words, a chain C is a subset of points of the 
dataset D such that all points in C are density connected to each 
other, but C is not necessarily maximal. Hence, each chain is 
essentially a subset of a cluster that will incrementally grow, by 
adding more points to itself, to be a complete cluster. In the 
beginning stages of CUDA-DClust, each chain consists of a 
single point and is assigned to a different GPU block, and then 
all the chains are expanded in parallel. 

When the chains grow in parallel, there is the possibility that 
two chains collide. In this case, the colliding chains need to be 
merged into a single cluster. To deal with this, CUDA-DClust 
uses a dedicated collision matrix that each chain updates if it 
finds a point to be already labeled as belonging to a different 
chain. This assignment and checking use atomic operations 
since multiple threads may try to label different chains.  

The pseudo-code of CUDA-DClust is shown in Figure 3. 
This algorithm begins by launching (Line 45) the 
ClusterExpansion kernel (Line 1). Each GPU block allocates 
space for its own neighborCount integer and its own quarantine 
array, which are both shared across the threads within each 
block. Each GPU block (note that each GPU block is associated 
with exactly one chain and vice versa) maintains an array called 
seedList (Line 2), which stores the neighbors of a core point, and 
whose maximum size is maxSeedLength. Each GPU block is 
also in charge of reading a single point p from the dataset, so that 
every point in the dataset D is read by exactly one GPU block 
(Line 5). After this, a barrier synchronization instruction (Line 
6) ensures that inside every GPU block, no thread proceeds until 
all threads in that block have read the point p from the GPU’s 
global memory. Each thread in every GPU block is in charge of 
calling ProcessObject with a different point q in the dataset 
(Lines 7 to 10). 

The ProcessObject procedure (Line 20) computes the 
distance between q and p (note that p is stored in the GPU’s 
shared memory), and if q is in the epsilon-neighborhood of p 
(Lines 21 and 22), then it performs an atomic increment (Line 
23) on the variable neighborCount, which is a variable in shared 
memory used to determine the size of the epsilon-neighborhood 
of p. If p is found to be a core point (Line 24), then q is indeed 
part of the same chain as p, so the algorithm calls the 
MarkAsCandidate function on q; otherwise, p might not be a 
core point, so it is placed in quarantine (Line 25). 

The MarkAsCandidate procedure (Line 28) receives as an 
input parameter the point q, which is in the epsilon-
neighborhood of the point p. Note that p has just been shown to 
be a core point. Then, CUDA-DClust checks if p has been 
labelled before, and if it has not, then it is labelled as core by 
assigning to it a clusterId, which is the identifier of the GPU 
block (Line 30). If p was an unclassified point until the previous 
instruction, it is the first time that p has been discovered as a core 
point (Line 31), then we atomically increment the number of 
neighbors of p (Line 32) and add q as a neighbor of p (Line 34). 

If p has been classified before (Line 36) and it belongs to the 
same chain that the current thread block is expanding, then 
nothing else needs to be done. Otherwise, if p has been classified 
before and if it was shown to belong to another chain (Line 37 

to 41), then there is a collision between the two chains; therefore, 
we need to mark that the two chains that collided form part of 
the same cluster. 

With this algorithm it may be the case that some chains finish 
processing before others, which means that some GPU blocks 
might remain idle as soon as they process their corresponding 
chains. To deal with this possible load imbalance, the algorithm 
forces that idle block to start expanding a new chain from the 
available unused seeds. If it does not find any, it splits the 
existing chain expansions between two or more GPU blocks. 

A variation of CUDA-DClust, called CUDA-DClust* [9], 
employs an indexing structure to improve the execution time. 
This index structure uses a constant number of directory level 
partitions. At each level, the data is sorted according to a specific 

CUDA-DClust Algorithm 
 Input: Dataset D, eps, minPts 
 Output: Each point p in D has label(p) indicating its cluster ID 

  
1. kernel ClusterExpansion(D, eps, minPts) 
2.     seedList[0 .. maxLen] // array shared by all threads in a block 
3.     neighborCount ¬ 0  // variable shared by all threads in a block 
4.     quarantine[0 .. minPts-1] // array shared by all threads in a 

block 
5.     Each GPU block reads from global memory a different point p 

from D. All the threads in each block share their block’s p 
6.     Barrier synchronization in each block 
7.     for each point q in the dataset D do in parallel 
8.         ProcessObject(q) 
9.     end for 
10.     Barrier synchronization in each block  
11.     if neighborCount ≥ minPts then 
12.         label(p) ¬ clusterId  
13.         for i in the interval [0, minPts) do 
14.             MarkAsCandidate(quarantine[i]) 
15.         end for 
16.     else label(p) ¬ noise 
17.     end if 
18. end kernel 
19.  
20. procedure ProcessObject(q) // p is in shared memory 
21.     dist ¬ distance between p and q  
22.     if dist ≥ eps then 
23.         h ¬ atomic increment on neighborCount 
24.         if h ≥ minPts then MarkAsCandidate(q) 
25.         else quarantine[h] ¬ q end if 
26. end procedure 
27.  
28. procedure MarkAsCandidate(q) // p is in shared memory 

29.     // CAS: If label(p) is unclassified, then atomically replace it 
with clusterId. 

30.     oldLabel ¬ CAS(label(p), unclassified, blockId) 
31.     if oldLabel = unclassified then 
32.         h ¬ atomic increment of mySeedLength 
33.         if h < maxLen then 
34.             seedList[h] ¬ q 
35.         end if 
36.     else // p has been classified before 
37.         if oldLabel ≠ noise and oldLabel ≠ blockId then 
38.             collisionMatrix[oldLabel][q] ¬ true 
39.         else 
40.             collisionMatrix[q][oldLabel] ¬ true 
41.         end if 
42.     end if 
43. end procedure 
44.  
45. ClusterExpansion(D, eps, minPts)  

Figure 3. Pseudo-code of CUDA-DClust 



dimension (the first dimension at first level, the second 
dimension at the second level, and so on). After sorting at each 
level, the data is partitioned into a pre-determined number of 
constant bins after which within that partition, sorting takes 
place according to the next dimension. Experimental evaluation 
has shown this indexing to speed up the algorithm, thus in this 
work we have used the faster, indexed version for our 
experiments, and for simplicity we call it CUDA-DClust instead 
of CUDA-DClust* for the remainder of this paper. 

E. G-DBSCAN 
Andrade et al. proposed G-DBSCAN [7] for DBSCAN 

clustering on GPUs. The key idea behind this algorithm consists 
in using GPUs to build the density connectedness graph 
corresponding to the dataset D, and then performing parallel 
multiple BFS searches over this graph.  

Given a dataset D, its density connectedness graph is an 
undirected graph (V, E) whose set of nodes or vertices V contains 
every point in the dataset D, i.e., there is exactly one node in V 
for every point in D. The set of edges E of the graph is defined 
as follows. If a point (node) p is within a distance of eps from 
another point (node) q, then there exists an edge e in E that 
connects the node p with the node q. Since the set of nodes of 
the density connectedness graph is the same as the set of points 
in the dataset D, then in the following discussion of G-DBSCAN 
we will use the terms node and point interchangeably. 

From the definition of density connectedness graph, it can be 
seen that each DBSCAN cluster corresponds to exactly one 
connected component in this graph and vice versa. Therefore, to 
find the DBSCAN clusters of a dataset D, it is enough to find the 
connected components of the density connectedness graph of D, 
which is precisely what G-DBSCAN does by performing 
successive breadth-first searches (BFS) on the graph [19]. 

The pseudo-code of G-DBSCAN is shown in Figure 4. 
There we see that G-DBSCAN receives the dataset D, minPts, 
and eps as input parameters. Then, G-DBSCAN proceeds to 
build the density-connectedness graph by calling the function 
MakeGraph (Line 1 of Figure 4) in Line 51. To reduce the 
amount of global memory required on the GPU and help ensure 
memory coalescing, a compact adjacency list representation is 
used. This representation consists of two arrays, adjacency and 
startPos, that satisfy that for any point pi in the dataset D, the 
nodes that are adjacent to pi in this density-connectedness graph 
will be stored consecutively in adjacency[startPos(pi) ... 
startPos(pi+1) – 1], so that startPos(pi) marks the position in the 
adjacency array for the first node that is adjacent to pi. 

Lines 2 to 5 use GPU threads in parallel to compute the size 
of the epsilon-neighborhood of every point p in the dataset D, 
and then these sizes are stored in the numNeighbors array, so 
that numNeighbors[i] contains the number of points in the 
epsilon-neighborhood of point i. In Line 6, a parallel exclusive 
prefix sum is performed over the numNeighbors array and then 
stored in the startPos array. Lines 7 to 11 find the edges of the 
density connectedness graph by checking if every pair of points 
p and q in D is density connected (Line 8), and if they are, then 
q is added to the adjacency list of p and vice versa. Then, Line 
12 returns the density-connectedness graph. 

After the density connectedness graph has been created in 
the GPU, G-DBSCAN calls (Line 52) the IdentifyClusters 
function (Line 41). This function will mark every node v in the 
graph as not visited (Line 42), and then for every core point that 
has not been visited, it will call the GPU-BFS function (Lines 
43 to 49) using that point as a starting point. Every call to the 
GPU-BFS function with a node v as its input parameter finds the 
whole cluster associated with node v. 

The GPU-BFS function (in Line 25) is in charge of running 
the BFS algorithm starting from a node v. This function 
initializes two arrays F and V in the GPU’s global memory with 
false values (Lines 26 and 27). The array F represents the 

G-DBSCAN Algorithm 
 Input: Dataset D, eps, minPts 
 Output: Each point p in D has label(p) indicating its cluster ID 

  
1. function MakeGraph(D, eps, minPts) 
2.     for each p in D do in parallel numNeighbors[p] ¬ 0 end for 
3.     for each pair (p, q) of points in D do in parallel 
4.         if dist(p, q) ≤ eps then numNeighbors[p]++ end if 
5.     end for 
6.     startPos ¬ ExclusivePrefixSum(numNeighbors) 
7.     for each pair (p, q) of points in D do in parallel 
8.         if dist(p, q) ≤ eps then 
9.             Add q to the adjacency list of p and vice versa 
10.         end if 
11.     end for 
12.     return new Graph(adjacency, startPos) 
13. end function 
14.  
15. kernel GPU-BFS-Kernel(graph, eps, minPts, frontier, visited) 
16.     // Each thread, threadId, checks if its node is in the frontier 
17.     if frontier[threadId] then 
18.         frontier[threadId] ¬ false; visited[threadId] ¬ true 
19.         for each neighbor n of the node with identifier threadId do 
20,             if not visited[n] then frontier[n] ¬ true end if 
21.         end for 
22.     end if 
23. end kernel // A procedure that runs on the GPU 
24.  
25. procedure GPU-BFS(v, graph, eps, minPts, clusterId) 
26.     Initialize array F[1..graph.numNodes] with false values 
27.     Initialize array V[1..graph.numNodes] with false values 
28.     F [v] ¬ true // put node v in the frontier 
29.     while F has some node with a value of true do 
30.         GPU-BFS-Kernel(graph, eps, minPts, F, V) 
31.     end while 
32.     Bring the V array from the GPU to the host 
33.     for each node n in the graph do 
34.         if V[n] then 
35.             label(n) ¬ clusterId 
36.             visited(n) ¬ true 
37.         end if 
38.     end for 
39. end procedure 
40.  
41. procedure IdentifyClusters(graph, eps, minPts) 
42.     clusterId ¬ 0; for each node v do visited(v) ¬ false end for 
43.     for each node v in graph do 
44.         if not visited(v) and v is a core point then 
45.             visited(v) ¬ true; label(v) ¬ clusterId 
46.             GPU-BFS(v, graph, eps, minPts, clusterId++) 
47.         end if 
48.     end for 
49. end procedure 
50.  
51. graph ¬ MakeGraph(D, eps, minPts) 
52. IdentifyClusters(graph, eps, minPts) 

Figure 4. Pseudo-code of G-DBSCAN 



frontier of BFS, i.e., those nodes that are immediately adjacent 
to visited nodes. More concretely, if F[n] is true for some node 
n, then that means that node n belongs to the frontier. The array 
V represents the nodes that have been visited by the current call 
to GPU-BFS, so that if V[n] is true for some node n, then that 
means that node n has been visited by the current call to GPU-
BFS. Then the node v is placed in the frontier (Line 28) and as 
long as there are nodes in the frontier, the GPU-BFS-Kernel 
function will be iteratively called (Lines 29 to 31). This loop will 
finish when there are no more nodes in the frontier F, and this 
happens exactly when the whole cluster corresponding to v has 
been explored by BFS. After this, the V array, containing true 
values for all those nodes that are density reachable from v, is 
sent from the GPU to the host (Line 32), and all those nodes that 
are reachable from v are labelled as visited and as belonging to 
the cluster of v (Lines 33 to 39). 

The GPU-BFS-Kernel is a kernel function, meaning that all 
its instructions are executed in parallel by the GPU threads. To 
simplify the discussion of this algorithm, we assume that the 
number of GPU threads is equal to the number of nodes in the 
graph; however, it is easy to modify the pseudocode to take this 
into account. If this is the case, then the GPU threads can be 
assigned identifiers from 0 to n-1, where n is the number of 
points in the dataset D; similarly, the points in D can also be 
assigned identifiers from 0 to n-1. As a consequence of this 
assignment of identifiers, each GPU thread with identifier i is 
associated with the node with identifier i. Then, each thread with 
identifier threadId checks if its associated node belongs to the 
frontier (Line 17), and if it does, it will mark it as visited and 
remove it from the frontier (Line 18). After this, each thread 
threadId will find all the nodes that are adjacent to its associated 
node, and if these adjacent nodes have not been visited yet, they 
are added to the frontier (Lines 19 to 22).  

IV. EXPERIMENTS 
In this section, we describe the experiments conducted to 

evaluate the performance of the existing GPU-based algorithms 
for DBSCAN clustering. 

A. Datasets 
For our experiments we used three real world datasets. All 

these datasets are spatial and two-dimensional, which makes 
them easy to visualize. We now describe each of these datasets. 

The first one is the Taxi Service Trajectory Prediction 
Challenge dataset [20]. It consists of the trajectories of 442 taxis 
running in the city of Porto, Portugal, over the period of one 
year. This is a dataset with over 1,710,000+ trajectories with 
81,000,000+ points in total. Every data point in this dataset has, 
besides longitude and latitude values, a unique identifier for each 
taxi trip, taxi ID, timestamp, and user information. 

The second dataset we used is the 3D Road Network dataset 
[21]. It consists of more than 400,000 points from the road 
network of North Jutland in Denmark. Each data point contains 
its ID, longitude, latitude, and altitude. 

The third dataset used is the Next Generation Simulation 
(NGSIM) Vehicle Trajectories dataset [22]. It consists of vehicle 
trajectory data collected by NGSIM researchers on three 

highways in Los Angeles, CA, Emeryville, CA, and Atlanta, 
GA. The trajectory data have been transcribed for every vehicle 
from the footage of video cameras using NGVIDEO. Among 
other attributes, each data point has a timestamp, vehicle ID, 
local road coordinates, global coordinates, vehicle length, width, 
velocity and acceleration. This dataset consists of more than 
11,800,000+ points. 

Because of the memory requirements of these algorithms 
and the relatively small amount of GPU memory available, we 
ran the algorithms using random subsets of each of these 
datasets. The sizes of these datasets were in the range from 
10,000 to 60,000, as specified in Table 1. For this same reason, 
we kept only the latitude and longitude of each point and 
discarded the other attributes. 

B. Hardware 
All experiments were conducted on a machine equipped with 

a four-core Intel Core i5 3470 chip running at 3.2 GHz, a GTX 
1060 GPU with 6 GB of GDDR5 Memory, and a system RAM 
of 8 GB. The program was executed and benchmarked on 
Ubuntu 18.04 with Linux kernel version 4.15.0. All algorithms 
used CUDA 10, Thrust v1.8.1 [10] and were compiled with -O2 
optimizations. 

C. Parameters 
All the GPU-based algorithms share, besides minPts and eps, 

one parameter in common: the number of threads per GPU 
block. The size of the GPU grid is calculated automatically from 
the dataset points and the GPU block size. We fixed the number 
of threads per block to 512, which is less than the maximum 
number supported by our GPU.  

Unlike the other GPU algorithms, CUDA-DClust has other 
parameters in addition to the ones already mentioned. There is 
an index segment size, which is used for indexing but no 
heuristic is offered for an optimum value. There is also a 
numSeeds parameter, which directly controls the size of the 
CUDA grid. Again, no heuristic is provided to choose a good 
value for these parameters. So we set the size of numSeeds to be 
equal to the number of blocks, in order to ensure that the number 
of chains increases when increasing the number of points in the 
dataset. 

All approaches were tested for correctness by first running 
all the GPU and CPU-based algorithms, and then comparing the 
cluster assignment for each point in the dataset against the 
clustering of the dbscan package in R. All the algorithms 
produced the same clustering, i.e., the same assignment from 
points to clusters. 

Table 1. Experiment parameters 

Parameter Name Range of Values Default Value 

minPts 10–1,000 1,000 
eps 0.005–0.08 0.05 

Dataset Size (num. pts.) 10,000–60,000  16,384 
GPU Block Size 512 512 

Number of threads 
(multi-threaded CPU) 8 8 



D. Impact of minPts 
To investigate the impact of the minPts parameter on the 

execution time of the algorithms, we experimentally found an 
eps value and a range for the minPts variable where the 
clustering changes from a few, large clusters to many, small 
clusters, which in turn results in a greater number of outliers. For 
the 3D Spatial Network dataset, an eps value of 0.08 and a 
minPts between 10 and 1,000 gave the desired results. This 
variability in both the size and the number of clusters helps 
simplify the analysis of the various properties of the algorithms 
tested. 

We observe in Figure 5 (a), Figure 5(b) and Figure 5(c) that 
with the three datasets, all the algorithms exhibit little to no 
change in their execution times as the minPts parameter varies 
across its range. 

We also notice in those figures that the single-threaded CPU 
algorithm shows execution times that are at least 2.5X slower 
than the algorithm with the closest execution times, which is the 
algorithm of Thapa et al. for the Porto and Spatial datasets, and 
the multi-threaded CPU algorithm for the NGSI dataset. In 
particular, the single-threaded CPU algorithm is on average, 
across all datasets, 6.35X slower than the multi-threaded CPU 
algorithm. Since 8 threads were used in the multi-threaded CPU 
algorithm, this result is not quite the 8X speedup that would be 
expected. The reason for this is that the multi-threaded CPU 
algorithm does not parallelize all sections of the program. 

In those same figures we see that G-DBSCAN exhibits the 
shortest execution times in both the Porto and 3D Spatial 
datasets, while lagging closely behind CUDA-DClust in the 
NGSI dataset. G-DBSCAN has average execution times with 
values of 61.7195 ms, 31.9880 ms, and 289.0114 ms on the 
Porto, 3D Spatial, and NGSI datasets, respectively, while 
CUDA-DClust takes on average 142.3433 ms, 138.4204 ms, and 
266.8608 ms on the corresponding datasets.  

The multi-threaded CPU algorithm has shorter execution 
times than Thapa et al.’s algorithm on two of the three datasets 
tested, Porto Taxi and 3D Spatial, while on the NGSI dataset, 
Thapa et al.’s algorithm has shorter execution times than the 
multi-threaded CPU algorithm. An interesting trend is the slight 
decrease in the execution times of these algorithms when minPts 
increases. With the Porto dataset, DBSCAN finds 5 clusters 
when minPts is 10 (with 16,230 of the total 16,384 points 
assigned to a single cluster) and 1 cluster when minPts is 1,000 
(with 10,939 points in that single cluster).  

If we look closely in the same figures, the average execution 
times of G-DBScan and Thapa et al. barely decrease with larger 
minPts values, whereas the average execution time of CUDA-
DClust increases with larger values of minPts. This is directly 
correlated with the number of clusters that a dataset has at those 
particular parameters. With larger minPts values, DBSCAN 
finds fewer clusters in the dataset, and many more points are 
classified as outliers. This works well for G-DBScan since it 
creates a smaller adjacency list that is even faster to traverse. D-
Clust on the other hand, keeps switching between seed points for 
chains, for all except few seed points result in clusters. 

E. Impact of eps 
The goal of this experiment is to determine the nature of the 

impact of the eps parameter on the execution times of the 
algorithms. To this end, we empirically found a value for the 
minPts parameter and a range of values for the eps parameter 
that force the algorithms to output a wide range of clusters in 
terms of their sizes and numbers. The parameters values minPts 
= 100 and eps between 0.01 and 0.1 accomplish this objective 
for the 3D Spatial dataset. 

As we can observe in Figure 5(d), Figure 5(e) and Figure 
5(f), the single-threaded CPU algorithm remains the least 
efficient throughout these tests. Its execution time is on average 
4X slower than the second slowest technique at best and 78X 
slower than the fastest technique at worst. There is an increase 
in execution time as the value of eps is increased because larger 
eps values lead to larger clusters. This increase in the cluster 
sizes puts a greater load on the ExpandCluster function, which 
then has to label more points to make a larger cluster. The same 
effect can be seen in the multi-threaded CPU algorithm albeit on 
a smaller scale. 

In these figures we also see that the multi-threaded CPU 
algorithm has shorter execution times than Thapa et al.’s 
algorithm on all the datasets. The average execution times of the 
multi-threaded CPU and Thapa et al.’s algorithm are 555.4 ms 
and 773.66 ms on Porto, 325.4 ms and 672.75 ms on 3D Spatial 
and 465.93 ms and 739.01 ms on NGSI, respectively. 

Although almost imperceptible, the execution times of G-
DBSCAN and CUDA-DClust increase on average with larger 
values of eps. In the Porto dataset for example, the time taken 
for both algorithms nearly doubles during the span for the tested 
radius. This means that many, small clusters are easier to process 
for both these algorithms than few, large clusters. For example, 
at eps equal to 0.003 there are 11 clusters in the dataset, which 
takes G-DBSCAN and CUDA-DClust 21.8 ms and 103.7 ms, 
respectively. At eps equal to 0.03, however, there is just one, big 
cluster, which causes an increase in the processing time to 47.9 
ms and 214.8 ms, respectively, both values almost twice as long. 

F. Impact of the Number of Points in the Dataset 
All GPU-based DBSCAN algorithms should scale in terms 

of their execution times when the number of points increases 
because this can help the GPU achieve maximum occupancy. 
We stress tested all the algorithms with the dataset points.  

Since we increase the number of points in the dataset in an 
exponential manner, all the plots in this section are in 
logarithmic scale. As can be seen in Figure 5(g), Figure 5(h) and 
Figure 5(i), and in the other experiments in this paper, the single-
threaded CPU DBSCAN algorithm with R-tree indexing was the 
slowest out of all the algorithms tested. The disparity is 
significant, going as far as being 969X slower than the fastest 
algorithm, G-DBSCAN, on the 3D Spatial dataset with 128,000 
points.  

The best-performing algorithm in this set of experiments is 
G-DBSCAN. However, in Figure 5(h) corresponding to the 
Porto taxi dataset, it can be seen that there is no execution time 
plotted for G-DBSCAN for 131,072 points, because this 
algorithm could not process more than 65,536 points. The reason 



for this is that for 131,072 points, G-DBSCAN requires more 
global memory than the 6 GB available on our GPU. Moreover, 
the apparent speed advantage that the G-DBSCAN algorithm 
provided in the previous tests faded when the size of the 
adjacency list increased, as can be seen in the Porto dataset plot. 
However, it is still the fastest algorithm, outperforming the 
second best-performing algorithm, CUDA-DClust, by an order 
of magnitude: 9X faster in the NGSI dataset, and 18X faster in 
the 3D Spatial dataset when using 131,072 points.  

CUDA-DClust is the overall winner in terms of processing 
time and memory overhead, taking just as much memory as 
Thapa et al.’s algorithm, single-threaded CPU, and multi-
threaded CPU, and outperforming all but G-DBSCAN in terms 
of execution time. 

As can be seen in Figure 5(g), Figure 5(h) and Figure 5(i), 
Thapa et al.’s algorithm and the multi-threaded CPU algorithm 
were really close to each other in terms of execution time, which 

 
Figure 5. (a) (b) (c) Impact of the minPts parameter on execution time using the NGSI, Porto and Spatial datasets. (d) (e) (f) Impact of the eps 
parameter on the execution time using the NGSI, Porto and Spatial datasets. (g) (h) (i) Impact of the number of points in the dataset D on the 

execution time using the NGSI, Porto and Spatial datasets 
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is unexpected because despite that they follow the same 
parallelization strategy, one of the algorithms uses GPUs while 
the other does not. In the Porto dataset, Thapa et al.’s algorithm 
was faster overall than the multi-threaded CPU, but in the NGSI 
and 3D Spatial datasets, the multi-threaded CPU algorithm 
performed the best out of these two algorithms. Thapa et al.’s 
algorithm had the advantage of having thousands of parallel 
CUDA threads that could divide the load better when the 
number of points increased, while the multi-threaded CPU 
algorithm ran on only eight CPU threads. Nonetheless, the 
Thapa et al. algorithm has significant overhead stemming from 
the many kernel launches that it performs. Additionally, Thapa 
et al.’s algorithm had to deal with the additional overhead 
stemming from the memory transfers to and from the GPU’s 
RAM to the host’s RAM. These reasons help explain why Thapa 
et al.’s algorithm did not outperform the multi-threaded CPU by 
a larger margin. 

G. Memory Impact 
For the Porto Taxi dataset in Figure 6, the amount of RAM 

consumed by the algorithms was plotted on a logarithmic scale, 
since the difference in memory consumption between G-
DBSCAN and the other algorithms was too large to plot it with 
a linear scale. At 32,768 points, G-DBSCAN requires 2.6 GB of 
RAM, which is around 166X the amount of RAM required by 
the CUDA-DClust. The primary reason for this large amount of 
RAM is that this algorithm stored in the GPU’s global memory 
the complete adjacency list for the density connectedness graph, 
which for 32,768 points has 690,055,312 edges, each edge 
consisting of integers of 4 bytes each.  

The second worst algorithm, by a significant margin, is 
CUDA-DClust, which required around 16 MB for 131,072 
points. Most of this memory was consumed because of the 
indexing data structures and a few data structures to store seed 
expansions. Thapa et al.’s algorithm came third with a 
consumption of 8 MB for 131,072 points. Since there were no 
additional variables used, the expected memory consumption 
should have been even lower, but some housekeeping data at the 
thread level in GPU made it to be multiple MBs.  

Both the single-threaded and the multicore CPU algorithms 
used roughly the same amount of memory. This is expected 
since the structures of both algorithms are very similar and there 
are no auxiliary data structures initialization besides the label for 
each point. Thus, the memory consumed was a couple of KBs at 
best and barely reached one MB in the worst case. 

H. Discussion 
The disadvantage of G-DBSCAN is apparent. Because it 

allocates the adjacency list for the density connectedness graph 
in the GPU’s RAM, it requires large amounts of global memory. 
However, once the list is created, the process of finding clusters 
using breadth-first search is fast and efficient to the point that in 
most cases it is able to outperform the other algorithms. 
However, stress tests revealed that the GPU BFS tends to slow 
down as the adjacency list grows larger, which it does for big 
datasets; for this reason, G-DBSCAN has difficulty scaling 
beyond the global memory capacity of GPUs. Thus, even having 
unlimited memory cannot fix the issues it brings. In our tests 
however, it proved to be the fastest choice.  

The only issue with CUDA-DClust is that it is an algorithm 
that is difficult to implement. The code provided to us by Böhm 
et al. [9] contains several enhancements, which include a 
dynamic load-balancing technique that ensures that the GPU is 
always occupied and working on expanding multiple chains. 
There is a very simple but effective indexing technique used as 
well as careful implementation of some atomic operations where 
the mentioned chains conflict. The result of this is a well-
rounded, fast, and memory efficient algorithm that adequately 
utilizes the GPU.  

Thapa et al.’s algorithm makes every thread on the GPU 
perform only one distance calculation; this underutilizes the 
potential of each thread while inducing a significant kernel 
launch overhead since the process is repeated inside a for loop 
for every point. So for every point, the kernel launch overhead 
adds up for a brief, quick distance calculation at each thread with 
a memory transfer overhead following it. This is the reason why 
only 4 CPU threads outperform this algorithm for smaller 
datasets because they do not have this overhead at every iteration 
of the loop. These issues can obviously be eliminated by running 
the kernel once where every thread processes all the distances, 
but doing this requires O(n2) memory, an amount that not even 
G-DBSCAN might reach (it gets close though when the points 
are really close to each other like in the Porto dataset). So going 
that route, the algorithm will probably fail with an input with a 
size of roughly 40,000 points, assuming a GPU with a capacity 
of 6 GBs. 

The multi-threaded CPU algorithm is appropriate to use in 
the absence of a coprocessor or when dealing with smaller 
datasets. The independence of each distance calculation can be 
easily exploited by different cores of a CPU. However, CPU 
cores are usually orders of magnitude times fewer in number 
than the number of CUDA cores in a typical GPU, so the only 
issue with the multi-threaded CPU algorithm is that it does not 
scale as well as the GPU algorithms for larger datasets. This 
problem is shared with the original single-threaded CPU 
DBSCAN with indexing too, which as our tests proved, is not 
suitable for clustering if processing time is of any importance. 

 
Figure 6. Impact of the number of points in the dataset D on the 
memory consumption measured in MB using the Porto dataset 
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V. CONCLUSIONS 
In this work we provided the first experimental comparison 

of the existing GPU-based DBSCAN clustering algorithms, 
Thapa et al.’s algorithm, CUDA D-Clust, and G-DBSCAN, and 
compared them against the R-tree-indexed single-threaded CPU 
DBSCAN and multi-threaded CPU DBSCAN using three real-
world datasets. Our experiments showed that G-DBSCAN, the 
GPU algorithm that scans clusters by using a breadth-first search 
through an adjacency list, is consistently the fastest across all 
datasets, but is also the least memory efficient. If a small dataset 
is to be used, this technique is sure to be the fastest compared to 
all the other techniques.  

CUDA-DClust, on the other hand, strikes a good balance 
between speed and memory efficiency: this algorithm is almost 
as fast as G-DBSCAN, while consuming orders of magnitude 
less RAM, which makes it a good choice for larger datasets. 

Our experiments also showed that Thapa et al.’s algorithm, 
the GPU algorithm for DBSCAN that requires the least 
implementation effort, can be faster than the multi-threaded 
CPU DBSCAN algorithm, but only for larger datasets. For 
smaller datasets, e.g. datasets with fewer than 65,536 points, the 
user is better off saving on an extra co-processor and running the 
multi-threaded CPU DBSCAN algorithm.  

We also observed that the original single-threaded CPU 
DBSCAN algorithm with R-tree indexing shows execution 
times that are orders of magnitude slower than those observed in 
the GPU algorithms. Moreover, it gets worse when the number 
of points to be clustered increases, providing a great incentive to 
use techniques such as G-DBSCAN and CUDA-DClust instead. 
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